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TEKNOWLEDGE

Significant developments in Artificial Intelligence have made it possible to use computers to
solve complex problems for industry. Teknowledge is the first company to place Artificial
Intelligence technology at the service of business and industry. Developing computer
systems through knowledge engineering, Teknowledge constructs knowledge systems
capable of reasoning about complex problems and suggesting or implementing expert-level
solutions.

The founders and staff of Teknowledge are pioneers in this emerging technology with
experience dating back to the mid-1 9605. They represent about one third of the world's highlevel expertise in the design and development of knowledge systems.
Teknowledge services are:

" commercial briefings and tutorials
" knowledge engineering software tools

" consulting services
" custom knowledge system development

ARTIFICIAL INTELLIGENCE, KNOWLEDGE ENGINEERING,
AND KNOWLEDGE SYSTEMS
Artificial Intelligence is the sub-field of computer science that is concerned with symbolic
reasoning and problem-solving. As artificial intelligence research has matured, it has become
possible for computer systems to achieve levels of problem-solving performance equal to, or
better than, the best human performance in several areas. Recent developments have made it
practical to apply artificial intelligence techniques to solve important commercial problems in
business and industry.
Early work in artificial intelligence was aimed at finding simple and powerful techniques for
solving many different kinds of problems. However, these general problem-solving methods
failed when faced with realistic and complex tasks. Eventually, it was recognized that human
beings solve real-world problems by using their knowledge, experience and judgment to pare
down the problem to manageable size. This recognition led to the development of
knowledge engineering. Knowledge engineering is the process of achieving real-world
problem-solving performance from computer systems by incorporating the knowledge,
experience, and judgment of human experts into those systems. This is done by organizing a
large body of this kind of knowledge about a specific application area in the form of a
knowledge base. The entire computer system, including its knowledge base, is called a
knowledge-based expert system or simply a knowledge system.
Knowledge systems can be used in several different ways:

"

provide intelligent, reasoned assistance to human practitioners in a particular
application area - diagnose computer failures

actions based on solutions or assessments made by the system - controlling
" atake
respiratory ventilator in a critical care ward
people about the specific application area
" teach
the use of sophisticated electronic equipment

"

instructing field engineers in

An example of a commercial knowledge system is PROSPECTOR, whose development was
sponsored by the U.S. Geological Survey and the National Science Foundation for the
purpose of mineral exploration. The knowledge acquired for this system was derived from a
number of geologists who were each authorities on a particular class of ore deposits. Using
the same data as human geologists, PROSPECTOR is able to evaluate the potential of a
geographical area for a particular kind of ore, a particular exploration site within that area,
and different drilling sites within a given exploration site. It can also explain how it reached
certain conclusions and indicate what information is most valuable for further exploration.
Most importantly, it can perform about as well as the geologists who taught it what it knows.
Since PROSPECTOR is an expert on finding a number of different kinds of minerals, the
knowledge system as a whole can perform better than any single human expert.
PROSPECTOR has been applied by the U.S. Department of Energy to several practical
problems and has recently made its first prediction about the location of a molybdenum ore
deposit. Test drilling has confirmed this prediction and indicates a major molybdenum field.
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COMMERCIAL IMPACT OF KNOWLEDGE SYSTEMS

Knowledge systems produce three principal commercial benefits:

" lower costs
" increased productivity

" the ability to do

new tasks otherwise not possible

Any knowledge system which uses symbolic reasoning and a knowledge base to solve
problems, generally reduces the amount of computation and the sophistication of the data
required. In addition, if human experts are required to solve these problems routinely, the
costs may be much greater than the costs of using a computer system.

Current computer systems are only of assistance in areas where problems have a
mathematical or statistical core or are of a routine data processing nature. Knowledge
systems can increase productivity by helping people perform daily tasks which require
failure diagnosis, equipment
symbolic reasoning and specialized knowledge, e.g.
configuration, integrated circuit design, technical training, or signal interpretation.
By applying the knowledge of many experts at computer speeds, a knowledge system can
solve problems and perform tasks which would otherwise be impossible. Crisis management

and situation assessment are examples of problems where speed and multiple sources of
expertise result in qualitative differences in performance.
Several of the founders of Teknowledge were involved with the development of DENDRAL,
one of the first major knowledge systems to achieve widespread use. DENDRAL is a concrete
example of the economic benefits that can be derived from the use of knowledge systems.
DENDRAL infers the chemical structure of molecules from mass spectrometry data using its
chemical knowledge base. Because DENDRAL knows enough about chemistry in general
and mass spectrometry in particular, it can solve structure identification problems using lowresolution data that chemists would normally solve only by using high-resolution instruments.
A low-resolution instrument costs, about $50,000 while a high-resolution instrument costs
about $500,000. In this case, $50,000 and the use of a knowledge system may be as effective
as a $500,000 instrument.

THE DEVELOPMENT OF KNOWLEDGE SYSTEMS

The development of computer systems through knowledge engineering is qualitatively
different from the way almost all computer systems are developed today. In addition to the
normal software development process, knowledge systems are configured using specialized
knowledge engineering tools and require the creation of an application-specific knowledge
base.

These tools can be knowledge system building programs, such as the Teknowledge KS
series, or knowledge system archetypes such as a general failure diagnosis structure.
When the system is developed to the point where it is able to assimilate a knowledge base,
the stage of knowledge acquisition begins. A knowledge engineer builds a knowledge base by
incorporating information available from a variety of sources. The primary source is often the
judgments and experience of human experts. To obtain this information, the knowledge
enginer works closely with the experts. Typically, experts participate in the development and
debugging of the knowledge base, while performing their normal duties. Other knowledge
sources include textbooks, technical articles, and documentation.
A typical knowledge engineering team for the development of a commercial knowledge
system may include four or more knowledge engineers and an expert in the task domain. The
time required to develop knowledge systems depends upon the level of system performance
desired. Development may take from six months to a year for a simple system or eighteen
months to two years for one which is more complex.

TEKNOWLEDGE KEY PERSONNEL
Lee M. Hecht, SM, MBA
President and Chief Executive Officer
Computer executive; Founder of Phoenix-Hecht, Incorporated; Professor at the University of Chicago Graduate
School of Business, lecturing in the area of new business development and the management of technology
companies.

Frederick Hayes-Roth, PhD
Executive Vice President, Technology
Founding Director of the Rand Corporation's Information Processing Systems program; a principal designer of
Hearsay-11, the first 1000-word continuous speech understanding system; specialist in management and
planning applications of artificial intelligence.

Ingeborg M. Kuhn, MBA, PhD
Vice President, Administration and Finance
Management scientist specializing in technology transfer, health economics and planning; experience in
planning and evaluation of national programs supporting bio-technological resources and health care
technology.

Robert S. Engelmore, PhD
Director, Consulting and Knowledge Systems Development
Specialist in applications of artificial intelligence techniques to problems in the physical sciences; former
Program Manager of Intelligent Systems research at the U.S. Defense Advanced Research Projects Agency.

S. Jerrold Kaplan, PhD
Director, Technical Marketing
Experience in design, implementation and marketing of high technology products; specialist in natural language
access to computer systems, cooperative user interfaces, and database systems.
Dennis P. Brown
Director, Training and Education

Former Associate Chairman of the Computer Science Department at Stanford University; extensive teaching and
administrative experience.
DinaM. Barr, MBA
Product Manager, Education
Extensive experience in coordinating and marketing of educational programs.
SENIOR CONSULTING SCIENTISTS

Edward A. Feigenbaum, PhD
Professor of Computer Science, Stanford University; Co-Principal Investigator of the Heuristic Programming
Project; Principal Investigator of SUMEX-AIM National Resource for Application of Artificial Intelligence in
Medicine and Biology; President of the American Association for Artificial Intelligence (1980-1981); Chairman of
the Teknowledge Board of Directors.
Bruce G. Buchanan, PhD
Adjunct Professor of Computer Science, Stanford University; Co-Principal Investigator of the Heuristic
Programming Project at Stanford University; developer of DENDRAL and Meta-DENDRAL, knowledge systems
for elucidation of chemical structures.

CONSULTING SCIENTISTS

Avron Barr, MS
Editor of the three-volume Handbook of Artificial Intelligence; research experience in artificial intelligence
applications to computer-based instruction.
James S. Bennett, MS
Engineer of
diagnosis.

several knowledge

systems in such

areas as

medicine, structural analysis, and computer fault

Harold D. Brown, PhD
Specialist in intelligent aids for integrated circuit design; expert in applied combinatorics and graph theory.
William J. Clancey, PhD
Specialist in explanation and knowledge representation for intelligent tutoring systems; co-developer of
MYCIN'S antibiotic therapy and explanation programs; designer of GUIDON, a domain-independent program for
teaching.

Randall Davis, PhD
Assistant Professor of Computer Science at MIT; specialist in knowledge acquisition and control strategies for
knowledge systems.
Peter E. Friedland, PhD
Developer of MOLGEN, a knowledge system for planning genetic engineering experiments; co-founder of
IntelliGenetics, a company which serves the symbolic computing needs of the biotechnology industry.
Michael R. Genesereth, PhD
Assistant Professor of Computer Science at Stanford University; specialist in knowledge representation and
planning; creator of knowledge systems in intelligent computer-aided design and computer fault diagnosis.
Douglas B. Lenat, PhD

Assistant Professor of Computer Science at Stanford University; 1977 Computers and Thought Award recipient;
specialist in automated discovery systems.

H. Penny Nii, MS
Project manager and designer of HASP, a signal interpretation program, and AGE, a domain-independent
knowledge engineering tool; specialist in signal/data interpretation and complex information integration.
Thomas C. Rindf leisch, MS
Director of the SUMEX computing facility, a national biotechnology computing resource; expert in advanced
computing environments.

A. Carlisle Scott, MS
Primary software development coordinator and designerfor the MYCIN project; expert in rule-based systems.
Edward H. Shortliffe, MD, PhD
Recipient of the Grace Murray Hopper Award from the ACM; creator of MYCIN and expert on applications of
artificial intelligence to medicine; clinician and Professor of Medicine at Stanford University School of Medicine.

William van Melle, PhD
Systems and software expert for artificial intelligence applications; principal designer and implementor of
EMYCIN.

William C. White, MS

Software engineer for large LISP-based systems.

EDUCATIONAL SERVICES

Teknowledge offers knowledge engineering training programs. These include commercial
executive briefings and tutorials which address the business and industrial community's
demand for access to knowledge engineering techniques. The programs range from one-day
introductory seminars designed for technical managers, to a 24-week course for those
interested in acquiring in-depth training in knowledge engineering.

Executive Briefing: Knowledge Engineering in the 1980's
EDWARD A. FEIGENBAUM, Chairman of the Board
FREDERICK HAVES-ROTH, Executive Vice President

The Executive Briefing provides executives and senior technical personnel with an
introduction to the concepts of knowledge engineering and knowledge systems. The seminar
assesses the power of knowledge engineering and pinpoints areas of particularly high impact.
In addition to surveying the state of the art and directions of progress forecast for this decade,
the Briefing covers such important practical topics as identifying applications that have high
probability of success; selecting qualified personnel for the work; acquiring appropriate
hardware and software tools; and managing knowledge systems development.
The Tutorials
The tutorials are offered bi-annually in Palo Alto, California. However, for organizations that
would like to train a large number of people, special arrangements may be made to send a
Teknowledge team to their site.
The curriculum is designed to train the following members of a typical knowledge engineering
team:

Technical Manager:

organizes and manages knowledge
engineering projects

Knowledge Engineer:

initiates, designs, and implements
knowledge engineering projects

Application Engineer:

implements knowledge systems under the
direction the Chief Knowledge Engineer

Application Expert:

provides the detailed expertise used
by the knowledge system

Tutorial I: Fundamentals of Knowledge Engineering
INSTRUCTORS: RANDALL DAVIS and DOUGLAS B. LENAT
OVERVIEW

Tutorial I acquaints participants with the fundamentals of knowledge engineering.
Participants learn to assess the potential of knowledge engineering techniques in application
areas and can evaluate the desirability of further training and involvement. The tutorial
contrasts basic techniques and methodologies of knowledge engineering with more
conventional programming practices. Participants help develop a functioning knowledge
system. The tutorial provides supporting material, including the Handbook of Artificial
Intelligence.

The course is aimed at those people who need to understand the basic underlying ideas of
knowledge engineering. While it is not necessary to have programming skill in any particular
language, participants should have experience with technical data processing.
COURSE STRUCTURE AND CONTENT

The course is structured around a series of morning lectures, presenting basic concepts,
ideas, and techniques of knowledge engineering; and afternoon laboratories. During the labs
students solve problems using a specially designed knowledge system. The combination of
lectures and labs offers participants both a broad background in the field and an opportunity
for hands-on experience in the development and the use of knowledge systems.
The Architecture of Knowledge Systems: What is the basic structure and organization of
knowledge systems? What kinds of systems have been built and how is the design of each
matched to its task domain?
Inference and Problem Solving: How is knowledge brought to bear on the task? What control
structures have been used and what kinds of inference methods are available?

How is symbolic knowledge represented in a computer program?
How can informal, inexact statements be represented and used in reasoning?

Knowledge Representation:

Acouisition: How is knowledge acquired from an expert? How can the transfer of
expertise into a program be facilitated?
Knowledge

Validation: How is the performance of these systems measured? How
be certified?

can readiness for use

Demonstrations and Hands-on Use: Participants will have the opportunity to observe and
state-of-the-art knowledge systems.

use

to Build and Use a Knowledge System-. A series of carefully designed laboratory
exercises will give participants hands-on experience in building and using a working
knowledge system.
Opportunities

Tutorial II: Principles of Artificial Intelligence

INSTRUCTORS: DENNIS BROWN, WILLIAM CLANCEY and MICHAEL GENESERETH
OVERVIEW

Tutorial II is a six-week intensive course in Artificial Intelligence. It includes Tutorial I, a oneweek introductory course in knowledge engineering. This tutorial gives participants a
working understanding of the essential ideas and techniques of the field. Topics include
knowledge representation, reasoning, search, meta-level control, and learning. A thorough
familiarity with these ideas is important in the practice of knowledge engineering.
The course is aimed at technical and research personnel interested in understanding the
process by which knowledge systems are built. Participants should have experience in
technical data processing and experience in the LISP language. (Teknowledge provides a
tutorial in LISP by special arrangement.)
COURSE STRUCTURE AND CONTENT

The course is divided into three sections which have been carefully coordinated to provide
the student with a thorough understanding of the relationship between the theory,
implementation of knowledge engineering tools, and the applications of the tools.
The Theory Section: The theory section introduces the basic ideas and techniques of Artificial
Intelligence through a series of lectures and problems.
Topics:

The Study of Intelligence
Examples of Intelligent Systems

Planning

Knowledge Representation
Formal Reasoning

Learning

Meta-level Issues
A Sense of the Future

Search
The

Laboratory

Section: Practical applications of the theories and techniques are explored in

the laboratory section. Implementation ideas are presented in a series of short lectures.
Participants gain practical experience through progressive laboratory exercises in which they
implement their own knowledge engineering programs.
Topics:

Propositional Representation
Pattern Matching and Unification
Forward and Backward Chaining

Agendas

Meta-level Control

The Project Section: Experience with the use of knowledge engineering tools, developed in
the laboratory section, is provided in the project section. Students will implement a
functioning knowledge system.

Tutorial III: Knowledge Engineering for Software Engineers
This is a twenty-four week knowledge engineering apprenticeship. The first six weeks are
devoted to Tutorials I and 11. During the final 18 weeks, participants design and implement a

prototype knowledge system to solve a problem of interest to them and their sponsoring

companies. Each student will have a Teknowledge tutor to consult with regularly to ensure
that the theory of knowledge engineering is applied effectively to the problem. In addition,
further instruction on the use of knowledge engineering software tools is provided. Students
are expected to choose a tool (with the aid of their tutor) which is useful for their application,
modifying the tool if necessary.

The course is intended for two audiences; software engineers and programmers who desire
to be professional knowledge engineers and application experts who wish to use this
technology in their field of specialization.
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KNOWLEDGE ENGINEERING TOOLS

Teknowledge's initial product lines are the KS-series and the AS-series. These products are
based on the principles of EMYCIN and AGE. These programs were developed by scientists
at Stanford who are among the founders of Teknowledge.

The KS Series
KS-100
KS-100 allows users to run consultations using a knowledge base that was developed using
KS-200. The system will manage a library of cases for each client, give advise about
individual cases, and provide, on demand, explanations about the line of reasoning the
system used to reach its conclusions about any case.
KS-200

KS-200 provides, in addition to the problem solver used by KS-100, tools for building and
modifying a knowledge base. This knowledge base can then be incorporated into a KS-100
system to build a customized expert problem solver. KS-200 includes all the tools required to
prepare the KS- 1 00 system.
Using KS-200, systems can be built that solve modestly-scoped problems (e.g., diagnosing
automotive ignition systems rather than diagnosing arbitrary automobile failures), requiring
only a single consultation to present all the necessary information about the case.

The KS-200 system is accompanied by a detailed manual that provides an overview of the
system, descriptions of the basic knowledge structures used by the system (contexts,
parameters, rules, tables of related parameters, etc.) together with examples of their use,
descriptions of the premise and action functions used in the system's rules, and examples of
how to use these KS-200 features to:

" build and maintain a knowledge base
" run consultations

" get explanations
debug the knowledge base
"
system using KS-100
" build an integrated consultation

KS-300

KS-300 allows a Knowledge Engineer to build a knowledge system using the production rule
representation of KS-200, augmented by special structures and functions for customizing the
systems to particular applications. These customized structures and functions can then be
incorporated into a KS-100 consultant.

The KS-300 system includes the following features that are not available in KS-200:
The ability to define, modify, and save new data structures
The ability to define new predicate and action functions for use in rules. These may be
needed to interpret information in these special data structures;
The ability to write rules that can manipulate complex, dynamic relationships between the
objects (contexts) discussed during a consultation;
The ability to compile the rules in a knowledge base;
The ability to store infrequently-used portions of a knowledge base in auxiliary files
The ability to customize the question-answering facility for a particular application. This
includes the ability to edit the system-generated dictionary for better performance.

The AS Series
AS-300

AS-300 assists an experienced knowledge engineer in building a high performance
knowledge-based system. It provides a number of ways to represent knowledge and a
number of different control mechanisms, and offers guidance to the user in selecting the
appropriate representation and control for a particular application.

The AS-300 Manual includes:
An overview of the system
A description of the basic building blocks of the system (blackboard, production rules,
units, hypothesis structures) with examples of each
A description of the different kinds of control structures with examples, and a description
of when each is appropriate

A detailed description, including examples, of how to use the system to design, build and
execute a knowledge-based system. The description includes an example of the
integration of a rule-oriented knowledge base (as used in the KS series) into the
blackboard model

PRICE LIST
March 1,1982
EDUCATIONAL SERVICES
EXECUTIVE BRIEFING: "Knowledge Engineering in the 1980's"

$750

(one day)

TUTORIAL I: "Fundamentals of Knowledge Engineering"

$2,250

(one week)

TUTORIAL II: "Fundamentals of Artificial Intelligence"
(six weeks, includes Tutorial I)
TUTORIAL III: "Knowledge Engineering for Software Engineers"
(24 weeks, includes Tutorials I and II)

$7,950

$38,000

Prices subject to change.

Anticipated Program

Dates:

Tutorials begin on March 1, 1982 in Palo Alto, California and again in October, 1982.
The one-day Executive Briefing will be presented six times in 1982:
May 3,1982
June 14,1982
July 16,1982
September 13,1982
October 25,1982
November 4,1982

Dallas, Texas
Washington, DC
Hakone, Japan
Chicago, Illinois

Boston, Massachusetts
Palo Alto, California

KNOWLEDGE ENGINEERING TOOLS

:

The KS series is scheduled for release in late 1982. Prior to release, Teknowledge is offering
maintenance support for Stanford University's EMYCIN system, at an annual fee of $10,000.
This maintenance fee includes correction of program bugs, responding to telephone inquiries
on program operation and membership in the Teknowledge Systems Users Group. Programs
written with EMYCIN will be compatible with the KS series.
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ADDITIONAL INFORMATION

For further information regarding consulting, software tools, and technical matters contact:

S. Jerrold Kaplan
Director of Technical Marketing
Teknowledge, Inc.
151 University Aye., Suite 401
Palo Alto, CA 94301
415-326-6827

For further information regarding educational services contact:
Dma Barr

Product Manager, Education
Teknowledge, Inc.
151 University Aye., Suite 401
Palo Alto, CA 94301

415-326-6827
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